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Abstract—Co-adaptive guidance in visual analytics is a mixed-
initiative process in which both the user and the system work
together to support each other in solving a given analysis task.
While previous studies show the effectiveness of guidance, the
impact of guidance design decisions (e.g., the suggestions’ timing,
contextualization, or adaptation) and misguidance often remain
under-investigated. To investigate these aspects and examine a
variety of guidance interaction patterns in a realistic analysis
scenario, we present a Wizard of Oz (WQOz) study setup in
which pairs of participants take the user’s and the system’s
roles, respectively. As users perform their analysis tasks, they
are observed by wizards who provide just-in-time guidance as
they see fit. Moreover, we designed the study so that wizards
would occasionally and unknowingly provide misguidance during
the analysis to investigate the users’ confidence in guidance
systems. We recruited two groups of participants (12 wizards
and 12 users) and paired each participant with two from the
other group, obtaining 48 observations. We report insights on
interactions between users and wizards. By analyzing these
interaction dynamics and the guidance strategies the wizards apply,
we derive recommendations for implementing and evaluating
future co-adaptive guidance systems.

Index Terms—Visual Analytics, Guidance, Wizard of Oz

I. INTRODUCTION

Active guidance in visual analytics (VA) that goes beyond
the visualization of potentially helpful information but reacts to
the user’s actions has become increasingly popular in VA over
the past few years. Ceneda et al. [11] have defined guidance as
a mixed-initiative process in which the system aims to close
knowledge gaps that users encounter during their analysis.
Sperrle et al. [35[], [36] built on that definition to characterize
guidance in terms of co-adaptive processes and interaction
dynamics in which both user and system learn from each
other while teaching each other how to provide better guidance.
However, these recent developments of increasingly adaptive
and proactive guidance systems come with novel challenges
for guidance in VA. First, co-adaptive guidance is difficult to
design and develop for bespoke VA systems, especially if the
number of potential users that the system can learn from is
limited. Second, complex guidance systems potentially risk
misguiding users in their analysis, leading to conscious or
unconscious biases in the analysis results [14], [[15].

Within this motivation, our research question entails investi-
gating the interaction patterns of users performing an analysis
task on a VA system when confronted with guidance, if they
are willing to accept it, and how the confidence in automated
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guidance changes in the progression of the analysis, especially
when it fails and provides misleading directions. To address
this challenge, we present the design and results of a double-
blind WOz study in which we paired participants taking the
role of the guidance system with participants performing visual
analysis. Both wizards and users interacted with a computer
system that subjects believed to be intelligent and autonomous.
We deliberately chose a double-blind setup, in which we also
concealed from wizards that they were interacting with human
users. This setup helped reduce surfacing emotions that usually
appear when humans interact with each other and thus made
strategies and interactions more deliberate.

We conducted the study with 24 participants. To investigate
the impact of different interaction dynamics and variable
guidance quality, each participant completed two distinct task
sets for a total of 48 observations. We collect the results and
observe typical interaction dynamics of both guiding and guided
participants, derive common guidance strategies, and synthesize
lessons learned to support the design of future guidance systems.
Our contributions are: (i) We design a double-blind WOz study
to investigate guidance strategies in VA and the system/user
interaction dynamics; (ii) we discuss the results of our study
identifying both wizards’ and users’ strategies and (iii) derive
actionable insights for the design of future guidance systems.

II. RELATED WORK AND BACKGROUND
A. Guidance in Visual Analytics

The definition of guidance as a mixed-initiative process [/11]]
has its roots in a long history of mixed-initiative approaches
in human-computer interaction [18]], [25], [32]. More recently,
guidance in VA has been defined as an active, mixed-initiative
process [11]. Sperrle et al. characterize guidance in terms of
learning and teaching dynamics [35] and propose learning
goals for co-adaptive systems [36]]. For an overview of systems
employing guidance in VA, we refer the reader to state-of-
the-art reports on guidance [[12] and provenance analysis [43].
Sperrle et al. [34] surveyed human-centered evaluations in
machine learning and found that few papers systematically
evaluate the provided guidance. Ceneda et al. [[13] studied the
effectiveness of guidance under different guidance degrees, task
types, and expertise levels. They find that guidance positively
impacts both novice and advanced users and that ill-designed
guidance can mislead users. Their study design relies on
predefined guidance in a limited user interface. In contrast, we
aim to replicate a VA interface’s complexity more closely and
provide dynamic guidance through wizards.

Ceneda et al. [|[10] presented a technique to automatically
analyze facial expressions to determine situations where
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guidance should be provided. Boukhelifa et al. [6] analyzed
provenance logs of VA sessions to identify potential trust
measures for co-adaptive analysis scenarios. They also report on
how their findings influenced the final system implementation.
Kandel et al. evaluated Wrangler, a system for guided data
manipulation [19]]. In a comparative study, they compare the
effectiveness of their tool to Excel and find that users are
significantly faster with Wrangler. Monadjemi et al. compare
the effectiveness of guidance in the context of data discovery
with a non-guided control group. They found that guided users
were both more effective (more data points found) and efficient
(fewer irrelevant data points investigated).

Lee et al. presented a study centered around a visualization
recommendation system called Frontier [23]]. They evaluate
the effect of recommendation categorization by comparing
it to a non-categorized baseline. Their primary focus is on
how categories influence the analysis workflow and not on
a performance comparison between categorized and non-
categorized interfaces. They suggest that “recommendation
categories reduced overhead associated with interpreting the
visualization recommendations” [23]]. Our work has a similar
goal of identifying strategies and dynamics. However, we rely
on a Wizard of Oz design to avoid the limited flexibility of
rule-based recommendation engines.

B. Wizard of Oz Study Designs

WOz studies are frequently used in human-computer inter-
action to evaluate early system prototypes. These studies are
designed so that subjects interact with systems with a high
level of automation. However, the behavior of the system logic
is, in fact, “emulated” by a human (the Wizard). Subjects
are therefore deceived, convinced to be interacting with a
machine, but in fact, providing instructions to a human being.
The advantage is being able to test the interaction with the
system interfaces without having the complete architecture in
place. Most recently, Porcheron et al. [26] provide a general
overview of the technique. Fraser and Gilbert [16]] defined
several requirements for WOz studies. They note that wizards
must convincingly simulate the expected system behavior. In a
system for text generation, Yang et al. [44] found it difficult to
balance the correctness of wizard responses to accurately reflect
the expected performance and error profiles of real systems. To
achieve a variety of suggestions, they rely on multiple parallel
wizards for a single user. In our study, we designed the wizards’
interaction possibilities to leave them strategic freedom but
ensure that users could not easily identify their responses as
human output.

Several works (e.g., [22]], [29]]) highlight the importance of
constraining wizards to templated responses to consistently
simulate a single system. We left wizards freedom in their
guidance strategies, allowing us to observe a range of strategies
that could be employed in future guidance systems. Steinfeld
et al. [37] mapped out the design space of WOz studies. In
particular, they distinguish the extent to which either human
interaction or the system are simulated and map the resulting
combinations on a spectrum from Wizard of Oz (real users,
fully simulated systems) to Oz of Wizard (real system, fully
simulated user).

There is a vast array of work using WOz evaluation
methodologies in information visualization and VA, both with
transparent wizards (e.g., [4]], [[17]) and hidden wizards (e.g.,
[24]], [41]], [45]). Most related to our work is a study by Tory
and Setlur [38]] in which they aimed to identify user intents
in visualization creation before implementing an automated
system. In contrast to these previous works, we rely on a double-
blind setup, in which neither the users nor the wizards know that
they are interacting with a human. Other research aims to learn
from the actions that wizards perform in WOz studies, primarily
from the domain of human-robot interaction. Knox et al. [20]]
shared initial ideas and in-progress results for “learning-from-
wizards,” a variation of learning-from-demonstration. They
report ideas of how to use this approach to enable robots to learn
social behaviors. Sequira et al. [[30] propose a methodology
for capturing robot-interaction strategies from the observation
of wizards and turning them into implemented robot behaviors.
Finally, Sheline et al. [31] introduced the concept of dual-
sided, restricted-perception WOz experiments. In this concept,
participants take the roles of both users and wizards. Users
then aim to teach the wizards how to solve a given task before
the wizards’ task performance is tested in a subsequent stage.

This paper combines ideas and practices from previous work.
Due to the uncommon nature of our design setup, we also
make decisions seemingly contrasting with these established

practices. However, we justify our decisions in |section Il

III. TERMINOLOGY AND STUDY DESIGN RATIONALE

The overarching goal of this study is to shed light on how
guidance design decisions manifest in interaction dynamics
between the system and the user. This goal is two-fold:
first, while co-adaptive guidance defines the dynamics of
learning and teaching between humans and systems [36]], these
abstract dynamics leave significant freedom for various concrete
guidance strategies, depending on the system’s guidance goals.
In other words, from the guidance system perspective, an
overview of generalizable guidance strategies does not exist.
Second, we aim to provide qualitative evidence on how the
users react to these strategies, especially considering if their
confidence in the system changes when they receive “good” or
“bad” guidance. Today, a comprehensive overview of potential
guidance strategies does not exist. To close this gap, we
conducted a double-blind WOz study in which participants
were either assigned the role of user or wizard. We call a user
a study participant in the role of the VA user. Users interact
with the VA workspace to solve their analysis tasks. In contrast,
a wizard is a participant in a wizard role. Wizards observe
users solving their tasks through a synchronized interface and
provide guidance as they see fit.

A. Study Goals

We expect that users and wizards will develop various
strategies to achieve their goals and that combinations thereof
will affect interaction dynamics and impact how tasks are
solved. We thus tackle two topics:

Capturing Guidance Interaction Dynamics and Strategies —
Determining when to provide which guidance to what user re-
mains the central challenge in guidance research. By observing
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Fig. 1. The interface used for the study includes a scatter plot [A| with a time selector B , a line chart |C for details, a map (D) used to filter, a list of

visible cities [E/ and a task list ([F . Wizards additionally see the “user view” G in which they can observe their user’s interactions.

users and wizards simultaneously, we aim to capture guidance
interaction dynamics that arise when users are presented with
guidance. In particular, we are interested in how their trust in
the guidance, frustration, confidence, and analysis paths change.
As humans are much better at capturing and understanding
changing contexts than current guidance implementations, we
expect wizards to be able to adapt to what their users are doing
quickly. Under this premise of adaptation, we are interested in
guidance strategies that wizards derive and if, how, and when
they adapt their strategies to user behavior.

Effects of Varying Guidance Quality — Previous work has
shown the effectiveness of guidance in supporting VA experts
in solving their tasks (e.g., [9], [28]], [40]). However, previous
work also highlights the potential risks of guidance [[14], [15].
In addition to confirmation bias, other biases like data bias can
be introduced. Beyond those biases, guidance introduces risks
like unsettling insecure users or abruptly changing promising
analysis paths. The effects of such misguidance will be most
visible when the task the system is guiding toward does not
match the user’s task. In this study, we explicitly introduce
such situations through the task setup to observe their impact
on the quality of the achieved results, task completion times,
and users’ interaction patterns with suggestions.

B. Study Design Choices

Why Wizard of Oz? We chose to employ a WOz design to
enable a wide variety of guidance interaction patterns rather
than limiting our study results to a few guidance strategies
that could be implemented. Furthermore, wizards can adapt
to a user in real-time, while implementing adaptive guidance
remains challenging.

Why Double-Blind? We define a double-blind WOz experi-
ment as one where neither the user nor the wizard know that
they are interacting with a human. This category of studies is
not included in Steinfeld’s design space [37]. We explored a
double-blind WOz study design to limit the impact of emotions
on guidance behavior. This decision should limit the risk of
wizards and users changing their behavior not to “offend” or
“hurt” the other part. In particular, as we relied on the wizards’
creativity to produce a variety of approaches, we found this
decision critical. Our expectation is that this decision enabled

more realistic guidance strategies. Further, we made this decsion
to limit potential influences of confirmation bias or social
desirability bias that might have occurred (more heavily) if
participants knew they were interacting with humans—a setting
that they might have been familiar with from pair analytics
settings. Further, double-blinding should reduce the wizards’
stress level in the misguidance condition. Regardless, during
the experiment, some wizards believed users were human (e.g.,
if they acted faster than they could react) and got stressed or
frustrated if they did not manage to help them.

Why teach wizards? Before running the study, we determined
that training the wizards was paramount to not overwhelm them
with learning a new interface, identifying the solution, and
guiding users simultaneously. We argue that training wizards
in the analysis tasks and goals before the sessions allows
them to provide reasonable guidance within the time and
distance-only constraints of our experiment. Despite being
adaptive, real-world guidance implementations in systems
typically also follow pre-determined guidance strategies [33|]
or assumptions. Hence, training wizards on the tasks and data
before the study does not make the study setup invalid, in our
opinion. While they knew the answers for all tasks, wizards
could not immediately provide those answers to users due to
intended limitations in the system’s interaction affordances (see

section TV-C).

Why not prescribe wizard reactions? We provided wizards
with training on the specific tasks users would have to solve.
However, our goal was to not limit wizards in the guidance
strategies and actions they provided. Hence, we did not
prescribe situations, contexts, or user behaviors in which
specific guidance suggestions should be provided as a reaction.
Instead, wizards were free to explore guidance options and,
importantly, adapt the provided guidance to the user’s need.
With this study design choice, we traded off reproducibility
for a wider spectrum of guidance. As stated above, we chose a
WOz design, among other reasons, for the flexibility of wizards
and their ability to adapt.

IV. A WIZARD OF OZ ENVIRONMENT FOR VISUAL
ANALYTICS

To conduct our experiment, we developed a VA system (see
that shows weather data in a dashboard-like interface
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and provides linking, brushing, and filtering capabilities. The
system [2] and implementation [1[] are available online, and
the implementation is open-sourced.

Before introducing the system in detail, we give a short
preview of our study scenario that we introduce in
We designed a scenario where friends wanted to go on vacation.
To decide the location, an individual (in the role of the user)
from this group queries a VA system to analyze weather data
of a set of cities on different continents. We integrate guidance
(through the wizard) to support users in choosing a target
city. Across four consecutive tasks, the user imposes additional
constraints regarding geographical-, weather-, or activity-related
preferences from the rest of the friend group, excluding more
and more cities until a suitable location is found.

The presented VA interface was the result of various
discussions and iterations. We wanted to create an interface
that would allow a wide variety of tasks with sufficient
freedom for solution strategies and complexity to warrant
guidance. We quickly discarded inital ideas to incorporate
text-analytics interfaces as too narrow or complex to teach.
The next inspiration came from the gapminder project’s simple
visualizations of (geo)political or societal data. From there, we
continued simplifying potential tasks in order to not require
domain-pre-knowledge from participants and finally settled on
the vacation planning task with basic visualization interfaces
that could be learned in the short time frame of a study session.

A. Visualizations and Interaction Affordances

Our system offers multiple, linked views that allow assigning
sufficiently complex and, hence, realistic tasks to participants to
capture realistic guidance interactions. The interface combines
simple and well-known visualizations to reduce the participants’
learning effort and avoid observations specific to bespoke
visualizations that would be harder to generalize. At the same
time, it enables complex enough tasks for a study setting in
which the wizards’ support through guidance suggestions is
actually helpful to users. While our results are still specific
to the concrete implementation used, our system is a realistic
approximation of existing VA tools and not oversimplified to
fit the study.

In the following, we introduce all components labeled A
through G in Users can select the x- and y-axis of
the scatter plot (Al via dropdowns. A third dropdown allows
changing the global color map, also affecting the line chart. In
the scatter plot, users can click and drag to draw rectangles
to highlight all contained data points or to zoom in. To zoom
back out, participants double-click anywhere in the scatter plot.
Hovering a data point shows a tooltip with the city name, its
continent, and the values of the two selected axes. Below the
scatter plot, a time slider B shows which month is currently
visualized and allows switching to a different month. The
line chart € shows the temporal development of the selected
dimension and a scatter plot, inspired by Dimpvis [21]]. The
x-axis is fixed to time. The y-axis dimension can be selected
from a dropdown.

The tooltip from the scatter plot is also available in the
line chart. Participants can brush data from the line chart to

highlight it in yellow via clicking and dragging. The world
map D in the top right corner allows toggling the visibility of
all cities within a given continent with a single click. Finally,
the city lists B at the bottom right show which cities are
visible and hidden from the visualization. Clicking the eye
icon next to any city toggles its visibility while clicking the
star icon toggles whether a city belongs to the set of potential
vacation targets or not. Below the lists, participants can access
various convenience functions, such as showing or hiding all
cities, adding or removing stars from all of them, or hiding all
(un-)highlighted data points.

We synchronize brushed cities between the scatter plot, the
line chart, and the cities list. All visualization components
contain info buttons that open tooltips presenting summaries
of the component, their purpose, and all interactions. Further,
visualizations offer a reset button that restores them to their
initial state. Finally, on the left-hand side, the task list F shows
the current task, overall progress, and, upon task completion,
the Likert scales for task difficulty and guidance quality.

B. Guidance Suggestion Visualization and Interactions

The suggestions of wizards are
shown as blue cards next to the re-
spective visualization or axis-selection
dropdown that they target. Initial interface prototypes used a
light gray, which participants often did not notice, leading us
to switch to a more conspicuous shade of blue. All suggestions
contain a brief, auto-generated summary of their content or
impact: axis-changes mention which axis would be selected,
highlights summarize how many data points would be high-
lighted, and zooming contains the new viewport dimensions. We
decided against wizard-generated guidance descriptions or justi-
fications. Generating meaningful suggestions and justifications
is a challenging and time-consuming task that would overwhelm
wizards, especially as users continue their work without waiting.
Further, users believe that a system implementation provides
the guidance. When we designed and conducted the study,
we expected human-generated explanations to surpass the
quality of generated explanations so they could reveal wizards
as humans. With the recent advancements of large language
models and the popularization of chat interfaces, this gap is
likely much smaller and auto-generated justifications might be
a viable option in future systems. Hovering over any suggestion
tentatively applies the proposed changes as a preview. Users
can reject or accept suggestions by clicking the respective
buttons or simply ignore suggestions as they never restrict the
interaction possibilities or interface functionality.

New y-axis: avg_temp

wind_sp... v
Accept  Reject

Requesting Guidance — In our study interface, users do not
have an explicit option to ask for guidance, e.g. by clicking
a button. We deliberately made this choice to leave wizards
with more freedom and be able to observe a wider variety of
wizard strategies.

C. Additional Wizard Interface Functionality

Wizards need to follow the users’ actions to provide mean-
ingful guidance. The user view G provides this information as
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a mirror image of the user’s visualization interface. The direct,
native integration into the VA interface believably conveys
to wizards that they might be interacting with a trained Al
simulating a user. Simply sharing the user’s screen with the
wizard would make them aware of the existence of a human
user. As the analysis progresses, the user’s and the wizard’s
views might diverge significantly. To facilitate making up-to-
date suggestions the wizard interface contains a synchronize-
button that matches the status of their interface to the exact
user settings. We log and synchronize user actions (i.e., mouse
movements and clicks) to replicate them in the wizard’s user
view. The user’s mouse position is shown to the wizard as an
orange circle. Clicks are indicated through pulsing animations
at the pointer position.

Making Suggestions — Wizards can make suggestions on
almost all interactions available to users. Only interactions
with the cities list are excluded, limiting wizards to orienting
or directing suggestions. Since wizards are already trained
in the experiment tasks and already “know” the set of
possible answers, we introduced this limitation to keep wizards
from directly interfering with the users’ result set. Without
this restriction, we would have risked wizards immediately
suggesting the answer to the last task, cutting the users’ analysis
short and significantly limiting the analytical discourse between
users and wizards.

Whenever wizards perform any of the interface interactions
(e.g., brush, change an axis, etc.), they are shown a small dialog
box from which they can choose whether they want to perform
the action only for themselves (e.g., for exploration or to set up
more complex suggestions later) or suggest them to the user as
well. To minimize the impact on the wizards’ workflow, clicking
outside the dialog closes it immediately without making a
suggestion. Similar to the user’s view, any created suggestion
is shown next to its corresponding component and offers
two buttons to link and retract it again. Both interactions
are described below. All available suggestions are listed in
Table Il and can be created via the suggestion dialog mentioned
above. In addition to this dialog, wizards can also create
new suggestions from the plus icons in the suggestion spaces
associated with all visualizations (line chart, map, scatter plot).
All suggestions are implemented to change the user’s view to
exactly reflect that of the wizard when making the suggestion.

Any suggestions that wizards make are directly shown
to users as described above. Our study environment does
not contain any mechanisms to decide whether a potential

TABLE I
SUGGESTION ACTIONS AVAILABLE TO WIZARDS PER INTERFACE ELEMENT.

Interface Action(s)

Scatter Plot 1) Zoom into a value range. 2) Highlight rectangular

selection of data points.

World Map 1) Show continent(s). 2) Hide continent(s).
Line Chart Highlight data points based on a y-axis range.
Time Slider Switch to a different month.

Axis Dropdowns Change attribute mapped to x/y axis of scatter plot and
y-axis of line-chart.
Change attribute mapped to the color data elements in

the scatter plot and the line-chart.

Color Dropdowns

suggestion will be seen as useful by the user before showing
it. Instead, the study design relies on wizards deliberately
providing guidance that they deem useful.

Linking Suggestions and Higher-Level Guidance — While
individual suggestions for each interface component are often
sufficient, there are scenarios in which multiple connected
suggestions are necessary. Consider, for example, the case
where a user has selected different axes for the scatter plot
than the wizard and receives a suggestion to zoom in. It is
likely that the zoomed-in region does not contain the same data
that the wizard saw. To mitigate this issue, wizards can link
two or more suggestions. Linked suggestions are previewed,
accepted, and rejected at once. In addition, linked suggestions
also enable wizards to communicate more high-level ideas of
guidance, like, for example, switching to other visualizations
and performing analysis there.

Retracting Suggestions — Wizards can retract suggestions at
any time, for example, when they are outdated. A retraction
stops the user’s preview (if running) and removes the suggestion
from the UL Our environment does not support “aging” or
auto-expiration of suggestions. Our rationale is twofold. First,
we observed in early tests that it made the wizards’ tasks
too complex by overburdening them with options. Second,
it would have made the users’ interface more complex with
discriminators for expired and retracted suggestions. Hence,
we told wizards to retract outdated suggestions manually.

V. STUDY METHODOLOGY

As introduced above, we designed a scenario where friends
wanted to go on vacation. The participant in the user role
continuously excludes potential target cities until a suitable
destination is found.

A. Procedure

We summarized the study procedure in It consists
of blocks of four simultaneous study sessions, each joined by
one participant for a total of two users and two wizards per
block. Each row in the figure represents one study session.
Each participant connected to a video call with one of the
experimenters. As we had 24 participants, we ran six blocks.

Study sessions last at most 120 minutes. All participants
(both users and wizards) started with a semi-structured entry
interview (15-20 minutes) before heading to a training session
(20-25 minutes). For users, the training focused on learning to
use the interface with bespoke training tasks. Wizards trained
on the concrete tasks they would later provide guidance for.
We introduce this differentiation to ensure that wizards have
sufficient knowledge about the data and tasks they would
later guide, allowing them to develop guidance strategies and
mitigate potential response time issues [8]. For each task set,
the completion time was theoretically limited to 20 minutes;
however, no participant needed that much time. Wizards were
not instructed on which suggestions to provide and when.
The task sets and pairings, as well as the (unintentional)
misguidance, will be introduced in detail below.

After each task, both users and wizards answered a short
questionnaire to assess task difficulty (on a five-point scale
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Fig. 2. The study procedure. Participant labels on the left denote Users and
Wizards. The number represents the study block (1-6) and the letter A and B
the task set(s) of that participant. All participants start with an interview and
training. Wizard-user-pairs are changed after the first task set. In the second
set, wizards unintentionally provide misguidance. All participants finish with
an interview. The task set order and assignment to users/wizards here is one
example setup. In the study, the order of task sets was counterbalanced and
tasks from all sets were misguided equally often.

from very easy to very difficult) and perceived guidance quality
(on a five-point scale from very poor to very good). After each
task set of four tasks, we collected raw Nasa TLX scores on
a seven-point Likert scale.

After the first task set, users were paired with a different
wizard. To coordinate this switch, the experimenters closely
communicated via instant messaging. When one user-wizard-
pair finished before the other, they had to wait for up to ten
minutes. They were told that we had to ensure all data was
logged or that servers had to be restarted between sessions to
cover such breaks. Each study session finished with a semi-
structured exit interview (20 minutes) in which we revealed
to participants the WOz nature of our study.

B. Tasks and Data

We designed two parallel series of four tasks each (E1-E4
and E5-E8). We ensured that aligned tasks from both series (i.e.,
El and ES5, E2 and E6, etc.) had the same difficulty and used
similar interfaces and solution strategies but on different data
dimensions. To avoid the misguidance condition (see below)
being immediately obvious, the tasks E6 and E7 were derived
from E2 and E3, respectively. Both E2 and E6 require filtering
based on two criteria, while both E3 and E7 require picking a
month that leaves the most options for target cities. However,
we did not run formal pre-studies or pre-tests to evaluate the
tasks. We report task E1 as an example here:

El: Keep all cities where the minimum temperature never
exceeds 25 degrees. Because you want to travel with limited
luggage, exclude all cities where, within any month, the
temperature does not vary by more than 10 degrees.

The complete list of tasks can be found in the supplementary
material or tested online [2]. We limited the complexity of tasks
to give wizards a realistic chance to keep up with participants
without lagging and revealing that this was a WOz study.

Task Sets — From the eight available tasks, we derived four
task sets: Al (E1-E4, MM ), B1 (E5S-ES, m@ETM ),
A2 (E5, E2, E3, ES M ), and B2 (El, E6, E7, E4,
W ). We use blue and red colors here to highlight that
task sets Al and B1 are distinct. A2 and B2 reuse tasks from
their respective first sets. We adopt a within-subject study
design: each user was either shown the two task sets Al and
A2 or Bl and B2.

Each wizard participant provided guidance for only one task
set — first to an initial user, and then to a second, different
user after the switch. We deliberately do not change wizard
tasks to avoid overloading wizards and to observe whether they
developed one particular strategy or changed their approach to
guiding users over time.

Task Assignment to Users and Wizards — Each study block
with four simultaneous participants uses all four task sets
for the users and two task sets for the wizards (see [Fig. 2).
The first task set will be guided properly (as the user and
wizard task set match). In the second task set, wizards provide
guidance for the same tasks again but users are shown tasks
that do not match the tasks shown to wizards. Hence, wizards
will (unintentionally) provide misguidance. We decided not
to randomize the occurrence of misguidance between the first
and the second task set to avoid users losing confidence in
the system early on. We discuss our rationale and potential
implications in User task set orders are
counterbalanced across the study — thus, each task set has
been guided correctly and misguided exactly once after two
study blocks.

When designing the study, we also considered having
participants switch roles (i.e., wizards become users, and users
become wizards) after the first four tasks. We discarded that
idea as we foresaw uncontrollable effects when revealing that
this was a WOz study halfway through the session.

User Task Types and Task Taxonomy — The study tasks
required participants to filter data (both conditioned on the
value of a second dimension and unconditionally), observe
correlations between dimensions, select appropriate months
from the data set, and finally select vacation target cities from
a Pareto front. These tasks can be categorized as a repeated
sequence of explore, browse, and identify tasks according to
the taxonomy by Brehmer and Munzner [7]. For the final
task, users have to compare the remaining candidates before
identifying their final solution.

Correct solution sets, i.e., the number of cities that would
satisfy all the constraints, always counted under five options for
all task sets. To solve all tasks efficiently, users had to interact
with all visualizations. Most tasks offer less efficient solution
strategies using alternative visualizations. We aimed to make the
tasks sufficiently complex to leave room for different solutions
and guidance strategies. We formulated the descriptions so they
did not reveal the solution as an ordered list of steps. Hence,
most tasks introduce at least two new constraints to increase
the complexity.

Wizard Task — Wizards were tasked with providing guidance.
To keep the illusion of interacting with an AI simulating a
user, they were told the following: “Your task will be to take
the role of the guidance system and provide suggestions to a
hypothetical, simulated user. You can observe that simulated
user in your second window. Try to help them as well as you
can by following along with what they are trying to do and
suggesting what they should do next.”” As users were primarily
performing the search actions explore and browse, wizards
had several options according to our taxonomy for guidance
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tasks [27]]. Using non-disruptive guidance, they could steer
the exploration or indicate where to browse. Using disruptive
methods, they could direct the path or direct the target during
browsing and exploration, respectively.

Wizards had complete freedom over their suggestions’ timing,
type, and content. In contrast to previous studies evaluating
assistive agents using WOz studies (e.g., [22], [42]), we did
not impose limitations on wizards regarding which guidance
they could provide at which time. As outlined above, we
designed user tasks to be diverse and representative of typical
VA tasks. Most tasks also offered multiple solution strategies
using different visualizations, giving wizards as much freedom
as possible within the controlled study environment. We remark
that wizards did not see the users’ current task but only when
a user had switched to the next one in the list (i.e., they felt
they had completed the task). This was necessary to enable
the misguidance conditions of the study.

Data — We use weather data from 70 cities for a single year,
obtained online [3]]. We aggregated the data to a monthly level
and used 12 weather dimensions: humidity, pressure; average,
minimum, and maximum temperature; wind direction and speed;
and the percentage of rainy, foggy, snowy, stormy, and cloudy
days. Additionally, the data contains the city names and the
corresponding continent.

C. PFarticipants

We recruited 24 participants. All participants were final-year
master’s students (4), Ph.D. students (16), or post-docs (4).
While all participants had previous experience with VA, not all
were previously familiar with the term guidance or its definition
in VA. None of the participants had seen the study prototype
or were informed about the study goals before their session.
Participants received no monetary reward. Due to technical
issues with the study prototype, we had to abort five of the 24
task sets during the study. Any data collected until that moment
are excluded from the analysis below. However, information

from entry- or exit interviews was kept as qualitative feedback.

We did not perform any quantitative pre-tests before assigning
participants to the user/wizard groups but aimed to nominate
more experienced participants as wizards. This assignment was
made based on our impressions and previous knowledge about
participants when they agreed to participate in the study. We
did not change the assignment during the study, e.g., as a result
of the initial interviews.

D. Data Collection and Analysis

Each study session was performed as a video call, for which
we recorded both audio and the participant’s shared screen for
later analysis. The implemented system automatically captured
a wide variety of data, such as the mouse position and all clicks,
to capture different interaction behaviors. This information was
primarily used to update the wizards’ interface. We further
recorded the task completion time, the number of interactions,
and the correctness of the result. To determine correctness, we
calculate the average of the pairwise Euclidian distances (across
all 12 weather dimensions, see between the cities
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Fig. 3. Qualitative Methodology: We open-coded all guidance-related quotes
and iteratively converged to a total of nine codes.

a user has not excluded after finishing a task (candidate list)
and the correct solution after that task. Regarding guidance,
we measure how long users take to interact with a suggestion
first and how long they take to accept or reject a suggestion.
Finally, we collect explicit information about guidance quality
and task difficulty through two Likert scale questions after
each task and a TLX questionnaire after each task set.

We annotated all guidance situations from the recorded
videos to analyze interaction dynamics and guidance strategies.
We followed the iterative process outlined in and
first transcribed utterances and aligned them on a timeline
visualization inspired by Boukhelifa et al. [5]], creating study
trails (see [section VI-B). To code all utterances, we employed
an iterative open-coding process. We annotated all guidance
situations and used regular meetings between all authors to
discuss annotations and refine the code set. We ultimately
converged to four coding dimensions for users and five for
wizards, presented below. Further, we analyzed the entry
interviews to capture participants’ previous experience with
guidance and their expectations toward the guidance. From the
exit interviews, we captured whether their opinions changed,
if and how the guidance influenced users in their analysis, and
which strategies wizards followed.

VI. STUDY RESULTS

We first provide summary statistics outlining how participants
interacted with the provided guidance. Subsequently, we turn to
qualitative analyses of the guidance interactions and interviews.
In the following, we frequently use the terms first and second
task set to denote the task sets that users solved before and
after switching wizards, respectively. Fig. 4 through Fig. 9
reference tasks from 1 to 4. These tasks refer to the ordered
tasks of a task set (e.g., for task set A2 [ : Task I is ES,
Task 2 is E2, Task 3 is E3, and Task 4 is E8). This abstraction
is necessary as the task sets that participants work on, as well
as their order, are balanced across all study participants.

A. Quantitative Analysis

Interaction Statistics — To get an initial overview of user
interactions, we count interface interactions under both proper
guidance and misguidance. We consider axis changes, color
map changes, data brushes, zooming, opening tooltips, and
interactions with the cities list. Users needed, on average,
205.3 (s = 123.9) interface interactions to complete the four
tasks in one study session. The high standard deviation reflects
the variance in solution strategies applied by users, as well
as the differences in perceived task difficulty. We observe no
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Fig. 4. Users report a significant drop ~ Fig. 5. User-perceived task difficulty

in guidance quality (scale 1-5, higher
is better) for the two misguided tasks
in the second set.

(scale 1-5, lower is better) is not sig-
nificantly influenced by misguidance
for tasks 2 and 3 in the second set.

TABLE I
USERS NOTICED A CLEAR DROP IN GUIDANCE QUALITY IN THE
MISGUIDANCE CONDITIONS, WITH REJECTION RATES TRIPLING.

Guidance Accept Reject Retract Preview Ignore
Proper Guidance 66.6% 23.3% 3.3% 6.6% 0%
Misguidance 23.6% 72.0% 1.0% 3.2% 0.2%
TABLE III

WHEN FACING MISGUIDANCE, USERS IGNORE SOME SUGGESTIONS MUCH

LONGER THAN WHEN FACING PROPER GUIDANCE. HOWEVER, REJECTION

DECISIONS ARE MADE MUCH FASTER. DECISION TIME DENOTES THE TIME
PASSED BETWEEN THE FIRST PREVIEW AND THE DECISION.

Status  First Preview Last Interaction Decision Time
mean std mean std mean std

o & Accept 11.3s 10.3s 17.4s 13.8s  4.8s 6.5s
£5 Preview 1995 33.0s 199s  330s — —
& 2 Reject 1555 19.6s 35.8s 32.6s 18.4s  32.8s
. § Accept 10.8s  7.5s 154s 10.2s  3.1s 4.3s
£ 8 Preview 27.8s 39s 27.38s 3.9s — —
= 5} Reject 14.3s  17.7s 29.9s 48.1s 84s  11.6s

significant differences between the number of interactions in the
first (z = 206.7, s = 87.0) and second task set (z = 204.2,s =
152.0). We did not aim our study at capturing differences

between users with varying experiences with guidance systems.

To assess potential differences, further studies are needed.

Guidance Quality - As introduced in bad

suggestions are some of the main challenges in guidance.
Overall, participants recognized misguidance in most situations,
as shows with a clear drop in acceptance rates during
misguided tasks. This is confirmed by which shows
a significant drop in user perception of guidance quality for
misguided tasks from the second set when compared to those
from the first set (p = 0.03 for Task 2, p = 0.01 for Task 3).

Interaction timings are summarized in[Table III] The data also
shows that users take more time to start reviewing suggestions

in the misguidance condition, indicating lower expectations.

While not statistically significant, they make their acceptance or
rejection decisions more than twice as fast in the misguidance
condition (8.4s vs. 18.4s).

Task Difficulty — We did not observe significant differences
between how users perceived task difficulties (Fig. 3) of the
first and second task sets, respectively. This is mirrored in the
raw TLX scores shown in which decrease after the
second task set for all dimensions other than frustration. We

Task Completion Times
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Fig. 6. User task completion times
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nificantly influenced by the guidance
quality.
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Fig. 9. While the differences are
not significant for any of the tasks,
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wizards. higher than wizards on average.
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Fig. 10. Raw TLX scores (lower is better) improve for the second task set,
likely due to interface learning effects. Only frustration scores increase slightly
because of the provided misguidance.

hypothesize that this development is due to learning effects
and that the provided misguidance causes increased frustration
as participants mentioned that “it suggested things that don’t
really have anything to do with the current task” and “some
of the suggestions were not really according to the task”. We
provide more detailed qualitative feedback in

To verify that there was no large disconnect in the perceived
task difficulty between users and wizards, we also compare
these groups in In this evaluation, as well as the one
shown in we no longer compare user responses across
task sets. Instead, we compare user responses with wizard
responses. Our results show no significant differences for any
of the tasks. In a pairwise comparison between users and their
respective wizards, users rate tasks 0.1 points more difficult
(on a five-point scale) on average. The standard deviation is
1.3, and the biggest rating difference 3.0 points. In a similar
direction, we compared the perceived guidance quality between
user-wizard pairs. The results are shown in On average,
across all tasks, users rate the quality 0.4 points better than
wizards. While the standard deviation is high at 1.5, this may
indicate that users appreciated any help they could get, despite
wizards believing that they should have provided better support.
The biggest rating difference is 4.0 points.

Task Completion Times — The task completion times are
summarized in In both task sets, users need the most
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Fig. 11. Snippet of an annotated interaction trail. Interaction trails show which
components users focused on through color, when they received and previewed
suggestions, and when they made decisions.

time for the first, most complex task. While we do not observe
significant differences, users complete the two misguided tasks
faster than with correct guidance and instead take more time
to finalize their results.

Task Correctness — |[Fig. 7| shows the distance to the correct
result after completing each task. Interestingly, users seem
initially impacted by misguidance but recover towards the end
of the task. We observe bigger differences between individual
users than between the first and second task sets.

The standard deviations for most reported measures are high,
indicating that such aggregated data analysis might not be
suitable for complex guidance task evaluations. Due to the
multitude of different users, personalities, experiences, and
expectations, many different guidance situations and needs can
be identified. While our interface is less complex than full-
fledged data analysis applications, we intentionally provided
various visualizations and interaction affordances to simulate
a realistic VA session. Rather than averaging numerical values,
we argue that co-adaptive guidance should be evaluated using
qualitative methods on a per-event basis. Alternatively, more
constrained studies with more participants in the future might
provide clearer results.

B. Qualitative Analysis: User Behaviour under Guidance

In this section, we describe fine-grained guidance dynamics
from the user perspective based on a qualitative analysis of the
task sessions and the interviews performed with users. All data
were analyzed as described in producing study
trails for each session. We provide an example of an annotated
study trail in and use snippets of trails to summarize
guidance situations throughout the following sections.

Each trail consists of the interaction line that shows which
visualizations the user interacted with over time. All colors
correspond to those used in Low saturation shows
interaction with the given component, and high saturation indi-
cates the preview of suggestions in the respective visualization.
Suggestion bars (shown above the interaction line) denote
points at which the wizard made suggestions. In contrast, bars
below the interaction line denote when users previewed and
accepted or rejected suggestions, respectively. Below the bars,
accepted suggestions are marked with « and rejected ones with
X . All three time-points of a suggestion are connected with a
line, forming a version of Marey’s graph [39]]. Analyzing the

line’s slope provides an overview of the user’s reaction times
to guidance. More vertical lines indicate that users responded
to guidance faster, while more horizontal lines show that
they ignored suggestions for longer periods. We refer to user
participants with shortcodes like ULA or W5B as introduced
in below. The initial letter denotes Users and Wizards.
The number represents the study block (1-6) and the letter A
and B the task set(s) of that participant.

“Standard” Analysis Behavior — By analyzing the quantitative
results as well as the users’ feedback, we observe that,
according to users, wizards were able to provide them with

decent suggestions, close

knowledge gaps they faced, | W\! \! Hki\!,"\"
and help advance the anal- v %
ysis. Most study sessions contain a majority of accepted
suggestions, and a few rejects. Below, we focus on situations
where users deviated from this expected behavior.

Waiting for Guidance — One of the first observations we
made was that some users waited intentionally for guid-
ance, implicitly delegating the lead role and the completion

of the task to the wizard. For example, participant U5B,
who had already previously expressed mixed opinions about

the provided suggestions de-

spite a high acceptance rate, \! KEI

had been conditioned by their VY,

wizard that there was an abundance of suggestions. When there
was no suggestion as they started task T2, they hesitated briefly
before they said “So I guess if there’s no suggestion, I’ll just
do it myself?” when they received a suggestion to change
the axis of their line chart. They accepted it immediately and
their wizard had already provided the appropriate highlight
suggestion, which they celebrated by exclaiming “okay! nice!”
After finishing the task, they took some time to realize they
were done, waiting for further suggestions.

This situation suggests that over-guiding users can make
them dependent on new suggestions, otherwise pausing the
interaction. As the user started the next task, they quickly set
up the scatter plot using the correct axis but were again waiting
for more guidance: “Okay, so I don’t have any new suggestions
now.” When they finally got suggestions, it was a misclick by
their wizard, which they immediately identified as it “/did] not
make any sense!” When they received the corrected but still
flawed suggestion moments later, they exclaimed that “this
seems to be correct”, accepting it without investigation. They
finished the task, rating it difficult and the guidance very good.

Ignoring provided Guidance — We observed multiple users
who primarily focused on their analysis, ignoring provided
suggestions in various contexts. For U4A, the first suggestion

T 7\\! __Lan B &

o 8
arrived while they were still reading their task, leading them to
immediately reject it without further consideration. Later, they
ignored and rejected various other suggestions that objectively
made sense from the recording, exclaiming once that they had
seen the suggestion and were not sure that they needed it then
or that it was confusing. U3A showed similar behavior. They
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did not consider any suggestions but just focused on task 1.
When they finished without accepting any suggestions, they
stated that they felt that there were “probably just too many
suggestions altogether.” In a later stage of the analysis, U4A
began to see the value of suggestions and started accepting
more and more of them. Almost surprised by a suggestion to
switch their scatter plot axis, they checked and accepted it,
calling the suggestion “perfect.” This repeated later, with them
calling further incoming suggestions a “good idea” before
aborting their exploration and following the provided guidance.

These two users exemplify different effects of persistent
wizards who continued supporting users despite their sugges-
tions being rejected. In one case, the user was annoyed by the
overload of suggestions; in the other, the user eventually built
trust in the system and started to follow the guidance. Future
guidance system implementations could observe both explicit
and implicit trust measures to identify whether to continue
guiding or refrain from further suggestions, e.g., the consistency
of user interactions and their agreement with system suggestions
over time [[6], how long users take to react to new suggestions
and how long they spend evaluating them, or how often users
request system suggestions.

Verifying Guidance Suggestions — In other scenarios, we ob-
served how users tended to be very cautious. U3B had expressed
in the entry interview that they would usually dismiss guidance
and try to solve tasks themselves. In our study, they instead
checked each suggestion very

\'II! : — thoroughly, occasionally cross-

v v v YV referencing suggestions with the

task description. Consequently, they spent quite some time
checking suggestions and noted that they would not let
suggestions change their analysis path. Further, they found the
misleading suggestions from the second task set particularly
distracting, as they examined them with the same rigor, trying
to understand the system’s reasoning process. They critiqued
that they “[couldn’t] understand why it would suggest that now’
and that “this comes a bit out of the blue now.” Ultimately,
they argued that systems should always provide a rationale for
suggestions and keep users in control rather than automating
tasks. This is in stark contrast to other users who were often
less critical towards suggestions, accepting them more liberally,
not thinking of the possible consequences. However, a common
pattern that we observed was that users accepted guidance only
to realize issues with the suggestion moments later and revert
it. For example, users U6B and U5SA switched the axis of
their scatter plots upon suggestion, realized this was not ideal
and switched back immediately. USA justified this behavior by
asserting that they could “always revert suggestions” manually.

’

Ultimately, there were also users who started the study with
high expectations of guidance, often forgiving their respective
wizard’s several bad suggestions and still rating the guidance as
helpful. U6B stated that the guidance could “probably solve all
problems and tell us the ideal solution” on the spot, and USB
accepted several suggestions without any validation, sometimes
even adding that “this seems to be correct” or “I could just
do that without thinking about it.” In the exit interview, U6B
justified their accepting behavior by stating that “since I was

10

trusting the guidance, it was obvious to me that I could get
the task done faster if I followed the guidance.”

We grouped these user experiences here as we believe that
they could all be addressed with appropriate justifications.
Justifications will simplify the process of suggestion validation
and increase user trust. For users currently not checking the
validity of suggestions (enough), justifications can make it
obvious that suggestions were made for the wrong reasons and
are potentially flawed.

C. Wizard Guidance Approaches and Tactics

After observing particular user behavior patterns, we turn to
wizards. While a few wizards premeditated their strategies
during the training phase, others created them on the fly
as necessary. The strategies can be categorized along the
two dimensions activity and goal. In the activity dimension,
we distinguish between static, adaptive, and passive wizards,
depending on whether they provide premeditated suggestions
or react to user behavior. We use passive to describe wizards
who suspended suggestions after being rejected. In the goal
dimension, we distinguish correcting wizards who actively
aim to convince users to change previous interactions and
supporting wizards who constantly search for alternative ways
to help their users. In previous work, assistive agents have
been categorized as proactive and reactive [42]. However, that
classification refers to whether assistants take the initiative
or not. As frequently outlined before, guidance describes a
mixed-initiative process in which all systems should be able to
take the initiative. Further, all guidance provided by wizards
was proactive in the sense that users did not have options to
specifically request guidance. In general, the guidance provided
by wizards could serve as templates for future VA systems, as
wizards frequently stated that they provided the guidance that
they would have expected to receive.

Beyond those clear strategies, we also observed a spectrum
from confidence (independent of the quality of their sugges-
tions) to distress (because of task complexity) from wizards.
After the first task set, W4B asked “why is the user so fast? Is
that normal? Or am I just slow?” and whether we could “slow
down the pace of the computer” As a result, the provided
guidance was sometimes lacking whenever wizards were
catching up with their users (see also [section VII-B])). Below,
we describe the wizard strategies we identified according to
our categorization.

Non-Adaptive Wizards — Wizards often proactively provided
guidance in the first task of the second task set. At this stage,
they had provided guidance during training and in the first
task set and were likely con- {Mrlll | |
fident enough to stack up sev-

eral suggestions, sometimes v
leading directly to the solution of the task. In the example
on the side, W5A provided a stack of suggestions that the
user reviewed and accepted one by one. With few exceptions,
most users appreciated such static guidance (or requested it in
the exit interview if they did not receive it) as they did not
have to wait for it or could perform the task themselves before
receiving outdated suggestions. However, this finding might
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be an artifact of wizards struggling to keep up with users at
times.

Adaptive and Supporting — In contrast to static, adaptive
wizards focus more on the user and what they are doing. Wizard
WI1B provided prototypical adaptive, supporting guidance in
their first task set. While they started with one static suggestion,

they kept observing the user’s K! K! k!!l N | I
vy vV

view and timed all subsequent
suggestions such that they just

followed the user accepting the previous suggestion. Wizard
W6B followed a similar approach, repeatedly commenting that
they would now “wait and see what the user does”, before
happily acknowledging every accepted suggestion. When W51B
realized their user was not considering all relevant months for
a task, they suggested moving the time slider. When they
realized their user was reacting to the guidance, they stated
“I'm influencing the user. That sounds good, as long as my
suggestions are good!”

In contrast to several static wizards who sometimes provided
obsolete suggestions for actions that their users had just
completed, adaptive wizards sometimes re-checked potential
suggestions before submitting them to the user, like W42A,
who realized that “the user already did that” axis change they
were about to suggest. W3B stated that they did not like static
guidance and that “should only be provided when the user is
stuck or stalled or there is a faster way.” To summarize their
guidance strategy, W2B exclaimed that they “would not want
the system to be too dominant as that’s disturbing and not
helpful.” Consequently, they only provided limited guidance
after observing their users exploring their options for longer
periods.

Adaptive and Correcting — Whereas adaptive and supporting
wizards aimed to adapt their guidance to the user, adaptive and
correcting wizards insisted on their suggestions when rejected.

ance. When their guidance was repeatedly rejected, W1B said

justified this decision by stating that they “knew what I wanted

goal was to go slow”. Re-

over time. For some wizards, providing guidance turned into

to repeated, insisting guidance, a more typical reaction to
From the experiences during the study, correcting guidance

wrong actions is a field of application for guidance. Guidance

This behavior was more apparent in but not exclusive to the sec-
ond task set in which wizards unintentionally provided misguid-
“I can’t believe it, I'll do it again”. Similarly, W6A reported that
their strategy was “trying to force my solution onto him”. They
to suggest was right” but realized that their guidance was
likely less appropriate if “the
! |\! \! \|] \ N

gardless, they did not recon- X x x x

sider or adapt their strategy

a game where they aimed to get as many accepts as possible.
While some users changed their analysis paths in reaction
exceeding amounts of correcting guidance was to stop looking
at the suggestions altogether.

was not particularly successful. It led to increased user frus-
tration despite several participants mentioning that correcting
designers considering correcting guidance should carefully
consider frustration and how to balance such strategies with

alternative behaviors.

Passive Guides — In order to avoid frustrating their users, some
wizards with adaptive strategies stopped providing guidance

for a given task after a few ‘l\lll‘ I\E | I
% x

rejections. W4B noticed that
“maybe the user has different

goals, actually” before giving up on providing further guidance.
Similarly, W5B observed the user making mistakes after
rejecting some suggestions but never aimed to interfere with
the user’s analysis path anymore. W3B suggested the humidity
dimension twice before realizing that the user would not accept
and “didn’t provide any more suggestions” afterward.

While this strategy of adapting by ceasing to provide
guidance seemed to introduce less direct frustration with users,
it also prematurely gives up on the benefits of guidance. Rather
than directly stopping to provide guidance, several adaptive and
supporting wizards switched to different guidance strategies,
most often by aiming to provide suggestions on alternative
visualizations. However, passive guides highlight the difficulty
and importance of proper intent identification. In our study,
some (human) wizards could not decrypt what users wanted
to do based on the interface interactions they could observe.

D. Interaction Dynamics

In previous sections, we summarized the results of user-
wizard interactions from their perspectives. This section sum-
marizes noteworthy situations that arose from those interaction
behaviors and strategies introduced before. Users were often
not consistent in their interaction patterns and tended to switch
between the three categories more frequently than wizards,
who typically stayed within one category.

Impact of User-Wizard-Pairing — Our study aimed to bring
together a diverse set of guidance strategies with different
user preferences. As a result, we experienced both good and
poor pairings between user requirements and wizard strategies.
We observed the fastest guidance session between the well-
prepared, adaptive wizard W6B and the trusting user U6B. The
wizard provided complex linked suggestions that quickly led
the user to the correct solutions, and the user rejected none of
the 17 suggestions. While this session was very efficient and
led to the correct result, the user later reported being stressed
by the guidance, which “came too fast; otherwise, it would
have been very good”.

In another case, W4A made the same suggestion repeatedly,
eventually telling their user to “just accept it.” While their
user needed some time, they stated that they had “the feeling
that I'm doing this the completely wrong way.” While the user
needed some time to recover, the repeated suggestions of their
wizard made them start over and reach a better solution. In
a different session, W3B noticed that their user was “a bit
slow”. They were, therefore, “trying to find a way to help
them” with task T1 (see that required users to
search for data points off the diagonal in the scatter plot.
After multiple failed attempts of suggesting first data points
on the diagonal, then outliers, and then other outliers, the user
was eventually overwhelmed by the number of suggestions,
mentioning that they were “not sure why it suggested that now.”
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While other study sessions highlighted the effectiveness of
adaptive guidance, this one suggests that there are also limits
to how fast guidance should adapt and change.

In the second task set, USA experienced misguidance by
a correcting wizard who re-suggested the same axis changes
over and over again, eventually leading the user to doubt their
analysis and try to figure out whether there was a connection in
the data between fog, humidity, and rainy days that they should
have considered. These examples show that it is difficult even
for humans to appropriately support users with the limited
conversation options that a VA interface presents.

Timing and Frequency of Guidance — Several participants
commented that the guidance provided by wizards was some-
times a bit too late and arrived just as they were performing
actions themselves or even slightly afterward. Typically, those
delays were due to the wizards not being able to provide
suggestions faster while coordinating two views and the
users’ state of the analysis. We discuss the implications of
guidance timing for system implementations in
Beyond the specific timing, multiple users commented that the
“guidance was more useful in the beginning” (U2A) but then lost
its usefulness as their “ability to use the tool improved over
time and the guidance did not keep up” (U3A). Further, UTA
commented that guidance in the second task set (the one with
misguidance) felt less useful because of the high frequency of
suggestions, independently of their quality.

Disruptiveness of Guidance — When the strategies employed
by wizards did not match the users’ expectations, some
participants reported that “guidance disrupted the analysis”
(UTA) as it appeared on other parts of the screen (like
notifications), prompting users to “look at them and think
if they are relevant”. Especially in the second task set, some
participants found the suggestions distracting. However, not
all participants were affected, with several reporting that they
were barely affected by wrong suggestions as they were “so
concentrated that they did not notice them.”, especially those
who already relied less on guidance in the first task set. Also,
this highlighting feature was overwriting my selection. So I
would say it was disrupting.”

Learning and Adaptation — When designing the study, we
expected a clear advantage of wizards over actual system
implementations in learning which guidance to provide and
when. As we relied on a diverse set of tasks that could be
solved in different ways, we expected that wizards could pick
up on user strategies quicker than machines - therefore, the
choice of a WOz study. However, while some wizards adapted
their guidance, we were particularly surprised by stubborn
wizards who were unwilling to change their strategy or stopped
altogether giving suggestions as soon as they were rejected.
Instead of wizards adapting, we observed more users learning
as they became more familiar with the interface, with their
need for guidance declining as the study progressed.

VII. DISCUSSION

In this paper, we explore the impact of diverse guidance
strategies on users and their visual data analysis processes.

This section first summarizes takeaways for guidance systems
before discussing limitations.

A. Takeaways for Future Guidance Systems

In this section, we derive takeaways for designing and
implementing future guidance systems based on our findings.

Explain and Justify Suggestions — While guidance describes
a mixed-initiative process, it is likely that only the human user
is ultimately responsible for the final result. Our study revealed
a widespread user need for both justifications and explanations
of guidance. Without justification, participants reported that
“it was unclear where the guidance came from or what it was
supposed to do” (U4B) and that they “did not understand why a
certain suggestion was given and could not understand if it was
useful or not.” (U1A). In general, users were more cautious with
guidance suggesting specific data points than with more open
suggestions like changing the axis of a plot. Similarly, complex
linked suggestions that changed the parameters of multiple
visualizations were received critically, as they were harder to
evaluate without justification. In addition, justifications can
also serve to mitigate observed interaction patterns in which
users accept wrong suggestions without verifying them. There,
justifications can reveal a misalignment between the user’s
and the system’s intents, prompting a deeper investigation.
In the system-focused taxonomy by Messina et al. [27], we
structure system guidance tasks into the dimensions when,
what, how and why. Especially when and what can be tackled
with existing, well-known XAI methods tailored to the specific
guidance implementation. Our study revealed a deeper need
for explanations and justifications of the why. We encourage
guidance designers to think clearly about the goals of their
guidance (and which goals are appropriate in which phases
of analysis). Making such goals transparent to the users can
clarify the why dimension of the guidance [27].

Match Users and Guidance Strategies — To suit a variety of
users’ needs, systems must offer several alternative guidance
strategies that differ, for example, in how often the system
takes the initiative, how high-level the suggestions are, and
how prescriptive the guidance is. Systems could identify the
knowledge gaps the users are already aware of, their analysis
targets, or interaction preferences to select suitable strategies
from the pool. In addition to processing implicit feedback, it
might also be worthwhile to explicitly request user preferences.

Limit Specificity of Guidance — In our study, many par-
ticipants expressed preferences for more basic guidance that
pushed them to look at different visualizations (U4B, U2A,
U4A, U6A) but left the primary analysis to them. In particular,
participants were skeptical of suggestions that highlighted
individual data points. Two wizards (W5B, W4A) aimed to
generally explain how to solve tasks by providing iterative
suggestions.They expressed that they aimed to teach their
users how to solve the task rather than only highlighting
the data points to exclude. However, both wizards failed to
convey such general guidance. Guidance systems should justify
more complex guidance suggestions. Suppose such justification
cannot be provided for technical reasons. In that case, limiting
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the provided guidance to simpler indications might be more
useful and, for instance, recommending alternative views rather
than aiming to directly and actively steer the analysis.

Provide Encouragement — Our study revealed that guidance
should be provided “just in time”, as postulated by Collins et
al. [14]. While only one participant was stressed by fast-paced
guidance (U6B), others reported that they did not appreciate
guidance while they were still reading task descriptions and
orienting themselves (U3A). On the other side, guidance lost a
lot of its impact when provided too late. However, several
participants stated that late guidance still had a value in
“encouraging” (U4B) them, confirming their analysis (U4A)
or increasing their confidence in the achieved results (U2B).
Previous work has already suggested that guidance systems
should adapt the timing of their suggestions [12], [[14], [35].
If such adaptation is not feasible, we encourage researchers to
investigate the effects of confirmatory guidance.

Contextualize Guidance Suggestions — Our qualitative anal-
ysis highlighted the users’ episodic perception of guidance.
Throughout the study, many users who generally appreciated
guidance rejected suggestions that did not match their mental
model in specific situations. In contrast, not even the most
critical participants rejected all suggestions. We note that this
behavior was not primarily dependent on the quality of the
provided guidance but rather on the context in which it was
provided. Analyzing the facial expression of the user during
the analysis to determine the need for guidance [10] is an
example of how the analysis context can be used to provide
appropriate suggestions.

B. Study Limitations

Despite the training the wizards received before the study,
they likely neither memorized all solutions to all tasks nor
gained a comprehensive understanding of the analyzed data.
Hence, the study setting could also be considered a pair
analytics scenario in which users and wizards work together
to solve the task. We believe that this is characteristic of most
(non-trivial) guidance interactions between users and systems.
Interactions between both actors are typically not verbalized
(yet), and collaboration is performed only by observing each
other’s interpretations of and reactions to previous actions. As
a result, both users and the system need to learn and adapt to
come to a solution. On the other end of the spectrum, one might
argue that training wizards on concrete user tasks created an
unrealistic environment in which wizards knew all the answers.
However, we think that this is not an issue: In normal VA
sessions, systems will never have a full understanding of what
the best solution is; if they did, VA would not be necessary.
However, to provide meaningful guidance, systems need to
make assumptions and act accordingly. This is exactly what
wizards in our study did as well.

Our study environment did not allow users to explicitly
ask for guidance. Instead, we relied on wizards to detect
when help was needed. In some situations, that led to longer
pauses between suggestions than users might have expected.
A future study could add such a feature to allow users to
explicitly request guidance. However, several wizards already
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reported being limited by the high mental load and user speed.
Despite being trained on specific tasks, some wizards wished
for additional training time. Further, after some time, individual
wizards doubted that they were interacting with a trained bot
and started to empathize with struggling users, leading to
emotional stress.

Our study design is unbalanced, as misguidance always
appears in the second set of tasks. However, if users received
misguidance at the beginning of the analysis, they might have
lost all confidence in the system and ignored all the following
guidance. It is likely that the experiences from the first task
set influenced participants’ expectations in the second task set.
Nonetheless, we chose this within-subjects design to observe
how wizards would react to different users and how users
would react to changing guidance strategies.

As our quantitative analysis shows, there was a high variance
in perceived task difficulty and guidance quality. Some of
this variance could potentially be explained by better or
worse wizards making more or less accurate suggestions.
Unfortunately, one of the drawbacks of our study design
decision to give wizards much freedom in how to guide makes
it difficult to analyze such distinctions now. We do not feel
confident marking individual suggestions as wrong or right
consistently as multiple strategies and suggestion orderings led
to the correct solution. Hence, the correctness of suggestions
is difficult to classify as a binary variable. Here, future studies
with more constraint wizard interactions or different task setups
are needed to analyze and better understand this phenomenon.

VIII. CONCLUSION

In this paper, we investigated guidance interaction dynamics
that arise from different guidance strategies and user expecta-
tions. In a double-blind WOz study, we collected interactions
from 24 participants with previous VA experience. Participants
voiced a set of diverse expectations towards guidance and
developed various guidance strategies when in the role of the
wizard. With this diversity, our study highlights once more the
importance of contextualized and co-adaptive guidance. From
our analysis, we identified three distinct user behaviors and four
different guidance strategies that were developed by wizards on
the fly. We analyzed interaction dynamics in interesting user-
strategy pairings and summarized takeaways for the design,
implementation, and evaluation of future co-adaptive guidance
systems.
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